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Whether you’re running a server for an application or just your local machine, you want your computer running its best. That’s why you

should make sure to monitor your computer’s CPU, disk, and memory usage. Monitoring things like memory usage and disk usage are

actually pretty easy. How much disk space do you have left? Is your disk fragmented? Do you have enough RAM for the applications you’re

using? Are you regularly swapping memory?

Those are easy questions to answer, and they’re questions you should ask. But some questions are more complicated, especially when it

comes to CPU metrics. Sure, there are simple metrics like overall CPU usage. But if you’re using Linux, you have more esoteric (and

sometimes more useful) metrics, like CPU load. In this post, we’re going to talk about what the CPU load metric actually means, and how

you can use it to optimize your servers.

CPU Load vs. CPU Usage

The �rst thing to understand is that CPU load is not the same thing as CPU usage. Even though they might sound similar, they’re quite

different. CPU usage is a measurement, in a percentage, of how much time the CPU spends actively computing something. For instance, if

you had a program that required uninterrupted processing power for 54 out of the last 60 seconds, your CPU usage on one core would be

90%. Instead, if the program only required six seconds processing time on one core, the usage would be 10%.

Most companies seek to keep the CPU usage of their servers as close to 100% as possible. Most servers are sold by overall computing

power, and if your server is only sitting at 30% CPU usage, you’re paying for too much processor power. You could downgrade your

processor to a lower tier, save money, and see no reduction in the quality of your server’s performance.

CPU Load

CPU load is different. Instead of measuring the percentage of time that the CPU is working, CPU load measures how many programs are

using or waiting for a processor core at one time. A completely idle processor would have a load value of 0. In our previous example, we

would have one-minute load times of .9 and .1, respectively. That’s pretty intuitive. However, what’s unintuitive about CPU load is that a

value of 1 isn’t necessarily a fully loaded measurement.

Instead, what constitutes “full” CPU load is dependent on how many operating system threads your CPU boasts. Most CPUs these days

constitute more than just one CPU core, running more than just one CPU thread. If your CPU has four cores, then a CPU load of 1 isn’t a fully

loaded CPU. Instead, it would only be one-quarter loaded. Instead, your CPU load would be considered full for your CPU if your load value

was 4, not 1.

It’s worth mentioning that Linux makes no distinction between multi-core and multi-processor system. If you have 2 processors, each with

one logical core, that’s the same to Linux as having 1 processor with 2 logical cores.

Deciphering Linux CPU Loads

Running a program that displays Linux CPU load totals can be a bit confusing at �rst. If you run a command like uptime or top, you might

see a CPU load value that looks like 1.68 0.55 5.91. If you don’t know what you’re looking for, this looks like noise. Thankfully, this is

actually pretty easy to decipher. There are three values here, and we’ll look at them in sequence.

The �rst value is 1.68. This is the value of CPU load during the last minute. Like we mentioned before, this is a measure of how many

programs were using CPU time during the last minute. So, during the last minute on this machine, there were an average of 1.68 programs

either using CPU processing time or waiting for CPU processing time. If this is a single-threaded CPU, that means the computer is

overloaded. Users are waiting for their programs to run on the CPU, and experiencing degraded performance. If, instead, this is a dual-core

computer or a quad-core, users are able to get CPU time just as quickly as they needed it, during the last minute.

The second value is 0.55. This is the measurement over the last 5 minutes. As we previously discussed, a measurement below 1 means

that the CPU spent some of the time in that window completely idle. In this case, the CPU was idle for almost half the time. If we’re

optimizing our CPU to be constantly doing something, that’s not a good sign.

The �nal number, 5.91, is a measurement of the last 15 minutes. If you’re using an eight-core CPU, then this number isn’t particularly

shocking. If you’re using a dual-core CPU, then a number like 5.91 means your CPU is very overloaded. Users are regularly waiting for CPU

time, and are probably experiencing signi�cantly degraded performance.

Here’s a handy little table that’ll tell you what your load values mean for the overall load of your system:

Usage  |  1 Core  |  2 Cores  |  4 cores |  8 cores 

.5        50%         25%         12%         6% 

1         100%        50%         25%         12% 

1.5   Overloaded      75%         37%         18% 

4     Overloaded   Overloaded     100%        50% 

6     Overloaded   Overloaded  Overloaded     75%

Unix vs. Linux CPU Loads

If you’re used to using the CPU load measurement in Unix, some of these numbers might seem kind of high to you. That’s because Unix and

Linux measure CPU load differently. Unix measures CPU load expressly as a measure of programs that are actively using or waiting for CPU

processing. Linux measures things a little differently, and understanding how is key to good system administration.

Linux measures CPU load by looking both at programs that are currently using or waiting for CPU time in addition to programs that are in

waiting states.

For instance, a program that’s waiting on a network request, or disk I/O, wouldn’t count toward CPU load on Unix. On Linux, it does.

Whether this is a better or worse approach depends on your use case. If you’re looking to measure nothing but overall CPU usage, Unix

provides a better interface. But if you have a program that’s locked for 30 seconds waiting on a network request or to load some data from a

drive, Linux will tell you that. Unix would never surface that data at all.

Optimizing CPU Loads

There’s no silver bullet for optimizing your CPU loads. It’s a process that you need to approach holistically. Much like CPU usage, when

you’re on a server you want to be close to 100%, but not over. Sometimes, the process of optimizing your CPU loads is pretty easy. Maybe

your server will only ever utilize two threads at the same time. In that case, optimizing server loads is no more complicated than having a

dual-core processor. You may need a faster processor to make sure those programs complete in time, but you’ll never need more than two

cores.

Most systems don’t actually limit themselves to exactly two active threads, though. Most servers are much more complicated. And one of

the real challenges is keeping the number of cores as low as possible, because that saves you money, without going too low and degrading

user experiences. It could be that you need to optimize the code your server runs. Sometimes, you’ll need to determine how much program

time is consumed by waiting on things like database queries. It could be that you really do need to up the core count on your processor.

Bottlenecked servers can have a number of causes, and can be �xed in a number of ways.

Monitoring Your CPU Load

If you want to optimize your CPU load, step one in that process is monitoring the metrics. You need up-to-date and historical information

that tells you whether any changes you make have the desired effect. Monitoring also tells you when you’ve aimed too low, and your users

don’t receive the kind of priority they expect. This is where Scalyr comes in.

When you use Scalyr, you’ll get your data in an easy-to-understand format. You won’t just get a simple numerical printout. Instead, you’ll

get a nice visual that shows your overall CPU load over time. This can be especially useful, since it helps you pinpoint speci�c windows that

are the most demanding on your CPU. Optimizing your server’s performance means understanding it in detail, and not just at a high level.

How’s Your CPU Load?

Monitoring and optimizing your CPU load is an important part of getting the most for your server memory. Unfortunately, it’s also a time-

consuming, manual process. As noted, most Linux commands only provide CPU load for 15-minute windows. That’s a good thing; you

wouldn’t want windows much wider than that. You’d have a dif�cult time getting any useful information out of them. However, keeping an

eye on CPU load over rolling 15-minute periods is kind of a headache.

Part of being a good systems administrator means understanding your server from every direction. Knowing how to interpret CPU load and

how to optimize it is a key part of maximizing your company’s server investment. Before you can do that, you need to understand what your

server’s CPU load actually is. There’s no better day than today to get started monitoring your server CPU load. You can start formulating a

plan for optimization today.

Like this article? Follow us on LinkedIn, Twitter, YouTube or Facebook to see the content we post.
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